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Finite-sum problem
We consider classic finite-sample average minimization:

min = min — Z
xrERP f( xERP N f

The gradient descent acts like follows:
n
QU
Ty = T — o vai(f)

i=1

® Convergence with constant « or line search.
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Finite-sum problem
We consider classic finite-sample average minimization:

min = min — Z
xrERP f( xERP N f

The gradient descent acts like follows:
n
Qg
Ty = T — o vai(x) (GD)
i1
® Convergence with constant « or line search.
® |teration cost is linear in n. For ImageNet n ~ 1.4-107, for WikiText n ~ 108. For FineWeb n ~ 15-10'2 tokens.
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Finite-sum problem
We consider classic finite-sample average minimization:

min = min — Z
xrERP f IEIRP n f

The gradient descent acts like follows:
n
Qg
Ty = T — o vai(x) (GD)
i1
® Convergence with constant « or line search.
® |teration cost is linear in n. For ImageNet n ~ 1.4-107, for WikiText n ~ 108. For FineWeb n ~ 15-10'2 tokens.

Let's switch from the full gradient calculation to its unbiased estimator, when we randomly choose 7, index of point
at each iteration uniformly:

Lri1 = L — akvfik () (SGD)
With p(i), = 1) = % the stochastic gradient is an unbiased estimate of the gradient, given by:

BV, @)] = > i, = )V Z V@) = - ) Vi) = Vi)
=1

i=1
This indicates that the expected value of the stochastic gradient is equal to the actual gradient of f(x).
‘f% fn.}‘; Finite-sum problem 0 O 3
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Results for Gradient Descent

Stochastic iterations are n times faster, but how many iterations are needed?

If V f is Lipschitz continuous then we have:

Assumption Deterministic Gradient Descent Stochastic Gradient Descent
PL O(log(1/e)) O(1/e)
Convex O(1/e) O(1/€?)
Non-Convex O(1/e) O(1/€%)

® Stochastic has low iteration cost but slow convergence rate.

‘f - EHA}‘; Finite-sum problem Q0
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® Stochastic has low iteration cost but slow convergence rate.
® Sublinear rate even in strongly-convex case.
® Bounds are unimprovable under standard assumptions.
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Results for Gradient Descent

Stochastic iterations are n times faster, but how many iterations are needed?

If V f is Lipschitz continuous then we have:

Assumption Deterministic Gradient Descent Stochastic Gradient Descent
PL O(log(1/e)) O(1/e)
Convex O(1/e) O(1/€?)
Non-Convex O(1/e) O(1/€%)

® Stochastic has low iteration cost but slow convergence rate.
® Sublinear rate even in strongly-convex case.
® Bounds are unimprovable under standard assumptions.
® Oracle returns an unbiased gradient approximation with bounded variance.
® Momentum and Quasi-Newton-like methods do not improve rates in stochastic case. Can only improve constant

factors (bottleneck is variance, not condition number).
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Typical behaviour

‘f — min
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Stochastic Gradient Descent. Batch = 2
; Loss value 0.03 60 w, 3.01, w, 3.84
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5.5
6 -
5.0 4
5 g
4.5 -
$ 44 > 4.0 1
3.5 1
34
3.0 A
2 4
2.5 A
1 : . : . : 2.0
0 1 2 3 4 5 6
wy

Stochastic Gradient Descent (SGD)
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Convergence
Lipschitz continiity implies:

‘f — min
Tz

Stochastic Gradient Descent (SGD)

F@nn) < F@) 4 (V@) 2hss = 20) + s —
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Convergence
Lipschitz continiity implies:

Feain) < F@) + (V@) 2ais = 0) + g gy — ol

using (SGD):

‘f — min
Tz

f(@p) < fl@g) — ap(V f (), Vfik (k) + ai;\lvﬁ-k (zp)I?

Stochastic Gradient Descent (SGD)
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Convergence
Lipschitz continiity implies:

Feain) < F@) + (V@) 2ais = 0) + g gy — ol

using (SGD):
L
f(@p) < fl@g) — ap(V f (), Vfik (k) + aig\lvfik (zp)I?

Now let's take expectation with respect to i

E[f(zp1)] < E[f(2r) — 0 (V (), Vi, (2x)) + ai%\\vﬁk ()]
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Now let's take expectation with respect to i
L
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Convergence
Lipschitz continiity implies:

Feain) < F@) + (V@) 2ais = 0) + g gy — ol

using (SGD):
L
f(@p) < fl@g) — ap(V f (), Vfik (k) + aig\lvfik (zp)I?

Now let's take expectation with respect to i
E[f(zp1)] < E[f(2r) — 0 (V (), Vi, (2x)) + aiéHVfik (@)1%]
Using linearity of expectation:
E[f(zy1)] < fag) — oy (VI (), B[V, (z)]) + aiglEHIVf,»k(wk)llz]
Since uniform sampling implies unbiased estimate of gradient: E[Vf; (z,)] = V f(z;):
Elf(zi1)] < flag) — ag[VF ()] + CV%E[HV& ()]
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Convergence. Smooth PL case.

SIVF@IE > () — ), ¥ € B2

‘f - ?qyu} Stochastic Gradient Descent (SGD)
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Convergence. Smooth PL case.

SIVF@IE > () — ), ¥ € B2 (PL)

This inequality simply requires that the gradient grows faster than a quadratic function as we move away from the
optimal function value. Note, that strong convexity implies PL, but not vice versa. Using PL we can write:

E[f(xy1)] = f* < (1 =20p)[f(x),) — f*] + aﬁgEHIVﬂ:k ()]

B,/ = Ml g0 hastic Gradient Descent (SGD) 900
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Convergence. Smooth PL case.
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This inequality simply requires that the gradient grows faster than a quadratic function as we move away from the
optimal function value. Note, that strong convexity implies PL, but not vice versa. Using PL we can write:

E[f(xy1)] = f* < (1 =20p)[f(x),) — f*] + aﬁ%E[HVf,.,k ()]

This bound already indicates, that we have something like linear convergence if far from solution and gradients are
similar, but no progress if close to solution or have high variance in gradients at the same time.
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Convergence. Smooth PL case.

SIVF@IE > () — ), ¥ € B2 (PL)

This inequality simply requires that the gradient grows faster than a quadratic function as we move away from the
optimal function value. Note, that strong convexity implies PL, but not vice versa. Using PL we can write:

E[f(xy1)] = f* < (1 =20p)[f(x),) — f*] + a%gﬂf[\lvﬂak ()]

This bound already indicates, that we have something like linear convergence if far from solution and gradients are
similar, but no progress if close to solution or have high variance in gradients at the same time.

Now we assume, that the variance of the stochastic gradients is bounded:

B[V £;(2)]?] < 0
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Convergence. Smooth PL case.

SIVF@IE > () — ), ¥ € B2 (PL)

This inequality simply requires that the gradient grows faster than a quadratic function as we move away from the
optimal function value. Note, that strong convexity implies PL, but not vice versa. Using PL we can write:

E[f(xy1)] = f* < (1 =20p)[f(x),) — f*] + a%gﬂf[\lvﬂak ()]

This bound already indicates, that we have something like linear convergence if far from solution and gradients are
similar, but no progress if close to solution or have high variance in gradients at the same time.

Now we assume, that the variance of the stochastic gradients is bounded:

B[V £;(2)]?] < 0

Thus, we have -
Elf(rin) — 1) < (0= 2ol (o) — 5]+ 220

B,/ = Ml g0 hastic Gradient Descent (SGD) 900
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Convergence. Smooth PL case.

1. Consider decreasing stepsize strategy with o, = 52

k+1 .
ShteryE We obtain

k‘2

Elf(@p) — 1] £ 77— [f(@p) — ]+

~(k+1)2

B,/ = Ml g0 hastic Gradient Descent (SGD)

Lo?(2k + 1)?|

8u?(k+1)4
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Convergence. Smooth PL case.

1. Consider decreasing stepsize strategy with o, = 2“2(]]2711)2 we obtain
k2 Lo?(2k + 1)?|
E o B IR S A |
[f(xk-#l) f ] = (k—‘rl)Q [f(xk) f]+ 8/1,2(k+1)4

2. Multiplying both sides by (k + 1)? and letting dp(k) = K*E[f(z)) — f*] we get

Lo?(2k +1)2
8u?(k+1)2
Lo?
252

§p(k+1) < 85(k) +

< 5, (k) +

B,/ = Ml g0 hastic Gradient Descent (SGD)
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Convergence. Smooth PL case.

1. Consider decreasing stepsize strategy with o, = +1)2 we obtain

2k
2u(k+1

Lo?(2k + 1)?|

E[f(xlﬁ—l) 1< 8u2(k + 1)*

2. Multiplying both sides by (k + 1)? and letting dp(k) = K*E[f(z)) — f*] we get

Lo?(2k +1)2
8u?(k+1)2
Lo?
252

§p(k+1) < 85(k) +

< 5, (k) +

where the second line follows from 2’”1

d£(0) = 0 we get

< 2. Summing up this inequality from k = 0 to k and using the fact that

Lo?(k+1)

3p(k+1) < 6,(0) o zk: k+ LoD o oy D2?E[f(zp40) = f7] < 3

= 2u
which gives the stated rate.

B,/ = Ml g0 hastic Gradient Descent (SGD) 900
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Convergence. Smooth PL case.

3. Constant step size: Choosing o, = a for any o < 1/2p vyields

0202 & .
B/ (r) — ] < (1= 2000 (rg) — 1]+ 2% 31— 20p)
i=0
< (1= 2000 H{fag) — 1+ 220 (1 20y
=0
0_2
= (1= 2ap)*[f(zq) — ]+ L4ua’

where the last line uses that a < 1/2p and the limit of the geometric series.

B,/ = Ml g0 hastic Gradient Descent (SGD)

10
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Convergence. Smooth convex case.

‘f - ;nyu} Stochastic Gradient Descent (SGD)

11
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Convergence. Non-smooth convex case.

‘f - ;nyu} Stochastic Gradient Descent (SGD)

12
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Mini-batch SGD

Mini-batch SGD
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Mini-batch SGD

Approach 1: Control the sample size
The deterministic method uses all n gradients:

Vf(zy) = - Z Vi)

A common variant is to use a larger sample B, (" mini-batch"):

|Bk| > Viilz) Zwm,

i€B),

particularly useful for vectorization and parallelization.

For example, with 16 cores set |B,| = 16 and compute 16 gradients at once.

B /= min e batch SGD

14
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Mini-Batching as Gradient Descent with Error

The SG method with a sample B;, ("~ mini-batch'") uses iterations:

Tet1 = T — <|Bk|zvf 5’%)

icB

Let's view this as a * " gradient method with error'":

Ty = — (V) + €p),
where ¢, is the difference between the approximate and true gradient.

If you use oy, = % then using the descent lemma, this algorithm has:

1 1
F@in) < fla) = S IV @I + 57 lenl?,

for any error e

B S min e aich SGD

15
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Effect of Error on Convergence Rate

Our progress bound with o, = % and error in the gradient of ¢, is:

P < @) — 5 I F @I + grlenl®

B /= min e batch SGD

16
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Npea SGD n 6artuein

laHHbBIE

B /= min e batch SGD

17
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Npea SGD n 6artuein
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B /= min e batch SGD

1 batu

17
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Npea SGD n 6artuein
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B /= min e batch SGD

1 baTtu

2 batg

17
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Npes SGD wn batuen

ZJlaHHbIE

B /= min e batch SGD

1 baTtu
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Npea SGD n 6artuein

B /— min

JlaHHbie

Mini-batch SGD

1 baTtu

2 batg

3 batu

4 baty

- DIroxa

17
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FPadMEeHTHbIN CNYCK CXOAUTCSA K JIOKAJIbHOMY MUHUMYMY

Mini-batch SGD

18
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MpafoneHTHbIN CnycK
CXOOUTCA K JIOKAJIbHOMY MUHUMYMY
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‘f — min
Tz

Mini-batch SGD

CToxacTu4ecknin rpagneHTHbIN CryCcK
BbIMPbIrMBAET U3 JIOKaJIbHbIX MUHUMYMOB
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Main problem of SGD

0 RS .
fl@)=Slel+ — ;log(l + exp(—y,{a;, x))) — min

Strongly convex binary logistic regression. m=200, n=10, mu=1.
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LL'I/IpI/IHa JNOKAJIbHbIX MUHNMYMOB
Y3kune n LnpoKne noKaJibHblie MNHNMYMbI
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B /= min e batch SGD
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‘f — min
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Mini-batch SGD
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‘f — min
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Mini-batch SGD

rpa,D,I/IeHTHbIIZ CNyCK C MaJIEHbKM LLarom
CcXoOnTCA B y3KI/IIZ JIOKaJIbHbIN MWHNUMYM
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‘f — min
Tz

Mini-batch SGD

paAneHTHbIN cnycK ¢ 60NbLWINM LLIarom
n3beraeTt y3Koro sIOKajsbHOro MUMHUMYMa
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OcHoBHble pe3ynbratbl cxogumoctun SGD

Myctb f - L-rnapkas [~-CUabHO Bbinykiasi PyHKUWS, a AUCMEPCUs CTOXaCTUYECKOrO rPajneHTa KOHeYHa
(E[|Vf;(z)]?] < 0?). Toraa TpaekTopus CTOXaCTUHECKOTO FPafNEHTHOrO CMYCKA C MOCTOSIHHBIM LIaroM
a<g, OyzmeT rapaHTupoBaTh:

2a

E[f(2g1) = F71 < (1= 2ap)*[f(z0) — f]+

‘f — min
Tz

Mini-batch SGD P00 O
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OcHoBHble pe3ynbratbl cxogumoctun SGD

1 Nycts f - L-rnagkast p-cunbHo Bbinyknas byHKLMS, a AUCMEPCUs CTOXAaCTUHECKOrO rpadveHTa KOHeYHa
(E[|Vf;(z)]?] < 0?). Toraa TpaekTopus CTOXaCTUHECKOTO FPafNEHTHOrO CMYCKA C MOCTOSIHHBIM LIaroM
a< ﬁ OyzmeT rapaHTupoBaTh:

Lo2a
k
B[f(xy1) = 7] < (1= 2ap)"[f () — f] + m
i Nycts f - L-rnagkas u—cvmbHo BbINykNas OyHKLMS, a ANCMNEPCUSt CTOXAaCTUHECKOrO FPajMeHTa KOHEYHa

(IE[HVf (z)|?] < 0?). Torpa cToxacTWuYecKWii rpapmMeHTHbI WYM C YMEHbLIAIOWMMCS WAroM oy, =

m 6yp,eT CcXoAnThCA Cy6}'||/|HeVIHO

. Lo?
E[f(zgsq) — f] < 22k +1)

‘f — min
Tz

Mini-batch SGD P00 O
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Conclusions

® SGD with fixed learning rate does not converge even for PL (strongly convex) case

B /= min e batch SGD
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Conclusions

® SGD with fixed learning rate does not converge even for PL (strongly convex) case
® SGD achieves sublinear convergence with rate O (%) for PL-case.

B S min e aich SGD
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Conclusions

® SGD with fixed learning rate does not converge even for PL (strongly convex) case
® SGD achieves sublinear convergence with rate O (%) for PL-case.
® Nesterov/Polyak accelerations do not improve convergence rate

B /= min e batch SGD
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Conclusions

SGD with fixed learning rate does not converge even for PL (strongly convex) case
SGD achieves sublinear convergence with rate O (%) for PL-case.

Nesterov/Polyak accelerations do not improve convergence rate

Two-phase Newton-like method achieves O (%) without strong convexity.

B /= min e batch SGD
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